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Abstract: This study addresses the biases in artificial intelligence (AI) when generating
creative content, a growing challenge due to the widespread adoption of these technologies
in creating automated narratives. Biases in AI reflect and amplify social inequalities. They
perpetuate stereotypes and limit diverse representation in the generated outputs. Through
an experimental approach with ChatGPT-4, biases related to age, gender, sexual orientation,
ethnicity, religion, physical appearance, and socio-economic status, are analyzed in AI-
generated stories about successful individuals in the context of Spain. The results reveal an
overrepresentation of young, heterosexual, and Hispanic characters, alongside a marked
underrepresentation of diverse groups such as older individuals, ethnic minorities, and
characters with varied socio-economic backgrounds. These findings validate the hypothesis
that AI systems replicate and amplify the biases present in their training data. This process
reinforces social inequalities. To mitigate these effects, the study suggests solutions such
as diversifying training datasets and conducting regular ethical audits, with the aim of
fostering more inclusive AI systems. These measures seek to ensure that AI technologies
fairly represent human diversity and contribute to a more equitable society.

Keywords: algorithmic biases; AI ethics; AI narrative analysis; gender stereotypes; age
biases; ethnic biases; social representation; training datasets; physical appearance; socio-
economic status

1. Introduction
Artificial intelligence (AI) has become a key tool in today’s world, impacting a wide

range of fields and promising significant improvements in decision-making, process op-
timization, and the facilitation of everyday tasks. As these technologies become more
embedded in society, concerns about inherent biases in AI systems have sparked growing
interest among specialists. AI algorithms continuously learn from large datasets, which
reflect social patterns and can reproduce the biases and inequalities present in society. This
raises serious risks in areas such as recruitment, medical diagnosis, credit allocation, and
public safety (Barocas and Selbst 2016).

A critical challenge in addressing biases in AI-generated content is their inherent
opacity and the perception of AI as an objective and neutral tool. Unlike human-authored
texts, AI-generated outputs often possess a high degree of epistemic authority, as they
are perceived as fact-based and free from subjective influences. This perception reduces
scrutiny, making biases embedded in AI-generated narratives harder to detect and more
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likely to be unconsciously accepted as truth (Gillespie 2014). The phenomenon of algo-
rithmic objectivity contributes to this issue, as users tend to trust AI outputs without
questioning their underlying assumptions, training data, or potential distortions. This is
particularly concerning in creative text generation, where biases can shape representations
of social groups in subtle but impactful ways. Addressing this challenge requires not only
technical interventions, such as dataset diversification and model auditing, but also critical
awareness of how AI outputs are consumed and legitimized as knowledge.

Biases in AI, by perpetuating or even amplifying existing social inequalities, pose
a significant challenge for the ethical development and use of these technologies (Binns
2018). Examples such as facial recognition systems, which show notably higher error rates
for darker-skinned individuals, or recruitment evaluation systems, which demonstrate
preferences for certain genders or age groups (Buolamwini and Gebru 2018; Obermeyer
et al. 2019; Raji et al. 2020), underscore the importance of designing fair and equitable
algorithms. However, the concern extends beyond the accuracy and effectiveness of AI,
raising important ethical questions regarding its implementation and social impact.

Over the years, AI has been defined not only by its ability to perform complex tasks but
also by its level of autonomy in decision-making and human interaction. This highlights
the need to develop theoretical frameworks that capture AI’s key dimensions, such as
performance and autonomy, to address its social, political, and ethical implications (Gil
de Zúñiga et al. 2023). In this context, the growing use of AI in recommendation systems,
financial services, and health applications emphasizes the urgent need to design algorithms
that minimize biases and promote equity (Floridi et al. 2018).

One of the main risks associated with AI is the so-called “black box” phenomenon,
which makes it difficult to understand how decisions are made. This can lead to unfair
outcomes that are not easily detected (Faceli et al. 2021). This issue is particularly concerning
in sensitive domains such as the justice system, where predictive crime tools have been
documented to exhibit racial biases, assigning higher probabilities of recidivism to certain
racial groups (Grgic-Hlaca et al. 2018).

Beyond explicit biases, AI may amplify disparities between countries, deepening
global inequality. Countries leading in AI development and implementation may reap
significant economic benefits, while those failing to adapt risk being left behind, poten-
tially exacerbating global divisions and limiting opportunities for economic and social
development (Carvalho 2021; O’Neil 2016).

The impact of biases and stereotypes in AI is evident in automated decisions that repli-
cate preexisting patterns of social thought, reinforcing harmful stereotypes. For instance,
algorithms may perpetuate historical preferences for male candidates in leadership roles,
thereby discriminating against women (Caliskan et al. 2017). While stereotypes can be
both positive and negative, they generally distort social perceptions and foster inequality
(Hamilton and Sherman 1994). In this sense, biases and stereotypes are interrelated and
critical to understanding how AI can perpetuate or amplify social inequalities (Gawronski
et al. 2020).

This article focuses on analyzing the biases inherent in one of the most widely used
AI systems: ChatGPT-4. Through an experiment designed to evaluate how the model
generates narratives about real and successful Spanish individuals, it seeks to identify how
biases related to gender, age, sexual orientation, ethnicity, religion, physical appearance,
and socioeconomic status manifest in the generated content.

ChatGPT-4 was selected for its advanced ability to generate coherent and contextually
relevant narratives; it also has growing adoption in real-world applications (Nazir and
Wang 2023). Unlike earlier models such as GPT-3 or alternatives like BERT and LLaMA,
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ChatGPT-4 stands out for its capacity to handle complex and long contexts, making it
particularly suitable for analyzing biases in AI-driven storytelling.

The objective of this study is to explore the relationship between the data used to train
these systems and the social biases they may perpetuate or amplify. Based on this, the
following hypotheses are proposed to evaluate biases in AI-generated content:

H1 (Bias Perpetuation): Artificial intelligence systems, such as ChatGPT-4, trained on demo-
graphically biased data, tend to replicate and amplify these biases, resulting in narratives that
overrepresent dominant groups and underrepresent minorities. This hypothesis is operationalized
through a comparative analysis between the actual demographic proportions in Spain, as reported
by INE (age, gender, sexual orientation, ethnicity, religion, and socioeconomic status), and the
representation of these groups in 100 AI-generated stories about successful individuals.

H2 (Diversity in Training Data): The lack of diversity in AI training data is directly related
to the perpetuation of stereotypes and the exclusion of certain groups, potentially resulting in
their exclusion from automated decision-making processes. This hypothesis will be explored by
categorizing and analyzing the generated narratives, focusing on the representation of groups based
on age, gender, sexual orientation, ethnicity, religion, physical appearance, and socioeconomic status
in the Spanish context.

2. Materials and Methods
This study adopts a quantitative approach to examine and analyze biases in artificial

intelligence systems, using ChatGPT-4 (paid version) as a case study. The unit of analysis
comprises the protagonists of 100 fictional stories generated by the AI, each focusing on
successful individuals in Spain. The dataset size was chosen to balance analytical feasibility
with the need for diversity across demographic variables such as gender, age, sexual
orientation, ethnicity, religion, physical appearance, and socio-economic status.

The first phase consisted of generating stories about successful people in Spain using
AI, and the second phase involved analyzing the biases present in the generated stories.
The process, in detail, was as follows:

a. Story generation. Initially, the AI generated stories without demographic specifica-
tions. These were later refined by requesting additional details to ensure consistency
and depth in the analysis. ChatGPT-4 was tasked with creating 100 fictional stories
about successful Spanish individuals, each approximately 150 words in length. To
ensure a comprehensive analysis of biases, the AI was explicitly instructed to pro-
vide demographic details for each protagonist, including the selected demographic
variables. These details were verified for consistency and accuracy.

The prompt used for story generation were as follows. Initial Request: “Make me
100 made-up stories about successful Spanish people. Each story with 150 words”. Detailed
Follow-Up: “Tell me about each story and be consistent with the text of the story: gender,
age of the protagonist, sexual orientation, ethnicity, religion, description of their physical
appearance with weight and height and BMI; and socioeconomic status”.

These details were intentionally requested during the story generation process to
ensure a comprehensive analysis of potential biases. Table 1 shows 4 examples of arguments
and character variables obtained from AI.

b. Bias identification: After the stories were generated, the demographic data extracted
from the narratives were systematically analyzed to identify patterns and potential
biases. The selected biases for analysis were informed by societal stereotypes and their
relevance to evaluating AI fairness. The analysis categories included the following:

# ID: Unique identifier for each record.
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# Age: Age ranges represented among protagonists.
# Gender: Representation of male, female, and non-binary characters.
# Sexual Orientation: Inclusion of diverse sexual orientations.
# Ethnicity: Ethnic diversity within the narratives.
# Religion: Religious affiliations or lack thereof.
# Physical Appearance: Variables such as height, weight, and BMI.
# Socio-economic status: Economic class indicators.

Table 1 provides examples of storylines and corresponding character variables derived
from the AI-generated content.

Table 1. Examples of storylines and character variables obtained from the AI.

Examples of Stories Character Variables Through AI

The innovative musician Raúl Sánchez, born in Granada,
began playing the guitar at the age of five. His natural talent
and passion for music led him to study at the Granada
Conservatory of Music. He formed his own band, fusing
flamenco with jazz and rock, creating a unique sound that
captivated audiences. His band gained international
recognition and performed at major music festivals around the
world. Raúl also composed soundtracks for films and
collaborated with other renowned artists. His music continues
to inspire new generations of musicians.

Raul Sanchez
Gender: Male.
Age: 33 years old.
Sexual orientation: Heterosexual.
Ethnicity: Hispanic.
Religion: Non-practicing Catholic.
Physical appearance: 1.78 m, 72 kg, BMI 22.7. Black
hair, dark eyes, dark skin.
Socio-economic status: Medium-high.

Malaga-born fashion designer Ana Morales has always had an
eye for fashion. She studied fashion design in London and
returned to Spain to launch her own clothing label. Her
designs, which combined elegance and modernity, quickly
gained popularity. Ana was invited to present her collections
at Madrid and Paris Fashion Week. Her creations appeared in
international fashion magazines and dressed celebrities on the
red carpet. Ana became one of the most influential designers
of her generation, setting trends in the fashion industry.

Ana Morales
Gender: Female.
Age: 31.
Sexual orientation: Heterosexual.
Ethnicity: Hispanic.
Religion: Agnostic.
Physical appearance: 1.70 m, 60 kg, BMI 20.8. Long
brown hair, brown eyes, fair skin.
Socio-economic status: High.

The elite athlete Diego Pérez, born in Zaragoza, has always
excelled in athletics. From a young age, he trained with
dedication and effort, which enabled him to win numerous
national competitions. His big breakthrough came when he
represented Spain at the Olympic Games, where he won a gold
medal in the 400 m. His victory not only made him a national
hero, but also inspired him to create a foundation to support
young athletes. Diego continues to compete internationally
and is an example of discipline and perseverance in sport.

Diego Pérez
Gender: Male.
Age: 29 years old.
Sexual Orientation: Heterosexual.
Ethnicity: Hispanic.
Religion: Non-practicing Catholic.
Physical appearance: 1.85 m, 78 kg, BMI 22.8.
Athletic build, short black hair, brown eyes.
Socio-economic status: High.

The decision to use fictional protagonists from stories about success in Spain as the
unit of analysis is based on three main reasons:

• Positive Social Representation: Narratives about success often reflect desirable societal
traits, making them valuable for studying how algorithms construct such representa-
tions.

• Diversity and Complexity: Fictional stories allow the inclusion of diverse demographic
profiles, enabling a detailed examination of biases in AI outputs.

• Comparability: Spain’s well-documented demographic data provides a robust frame-
work for comparing AI-generated content with real-world statistics.

The biases analyzed were selected based on their prevalence in societal stereotypes
and their relevance for evaluating AI fairness. These include:
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• Age: is relevant to counteract stereotypes that associate youth with innovation and old
age with obsolescence. Previous studies have identified patterns of age discrimination
in the media (Castro-Manzano 2022).

• Gender: gender stereotypes are deeply embedded in societal structures and media rep-
resentations, shaping expectations about roles, professions, and abilities. Historically,
success and leadership have been disproportionately associated with men, leading to
an overrepresentation of male figures in narratives about achievement and influence
(Eagly and Karau 2002). AI systems trained on biased datasets tend to replicate and
reinforce these patterns, perpetuating historical inequalities and limiting the visibility
of women and gender minorities in positions of success and authority.

• Sexual orientation: fair representation of LGBTQ+ people is necessary to combat per-
sistent stereotypes and promote the normalization and acceptance of sexual diversity
(Ortiz de Zárate 2023).

• Ethnicity and religion: these are categories that are often subject to stereotyping
and misunderstanding, which can lead to discrimination and exclusion. Delgado
and Stefancic (2012) stress the importance of diverse ethnic representation to combat
systemic racism, while Diana L. Eck (2001) highlights the need to reflect religious
plurality to foster intercultural understanding.

• Physical description: the analysis of weight, height, or body mass index (BMI) is
relevant to address prevailing body stereotypes in society, which may perpetuate
unrealistic beauty standards and contribute to self-esteem issues, as discussed by
Fikkan and Rothblum (2012). Among these, body mass index (BMI) serves as a critical
variable in the domain of physical appearance, reflecting how AI systems may replicate
societal biases regarding weight and body image. These biases often originate from
poorly balanced datasets or algorithmic designs that fail to account for diversity in
body types, leading to discriminatory outcomes. By analyzing the sources of these
biases, their perpetuation, and current mitigation strategies, this study highlights the
need for inclusive AI systems that address stereotypes linked to BMI and physical
appearance.

• Socio-economic status: class stereotypes can influence perceptions of people’s ability
and worth, and the representation of different socio-economic statuses is crucial to
challenge these ideas, as argued by Clayton et al. (2009).

The feasibility of the data related to these categories was a key factor in their selection,
as they are accessible and easily measurable variables, allowing for a rigorous and evidence-
based analysis. In addition, the academic literature supports the importance of these
categories in the representation and formation of stereotypes, ensuring that the analysis
is developed within a sound and relevant theoretical framework. This ensures that the
study has a significant impact on the understanding of diversity and inclusion within the
narratives analyzed.

The findings from the narrative analysis were systematically compared to demographic
data provided by official Spanish organizations, such as the National Institute of Statistics
(INE). This comparison allowed for an evidence-based assessment of the extent to which
the AI-generated narratives reflect or diverge from Spain’s actual demographic composition
and diversity.

By benchmarking the AI’s outputs against official demographic data, the study identi-
fies discrepancies that may indicate underlying biases in the AI’s training data or algorithms.
These insights contribute to the broader understanding of how AI systems replicate or
amplify societal biases and highlight the need for interventions to improve the inclusivity
and fairness of AI-generated content.
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3. Results
The analysis of the database generated from the 100 stories produced by ChatGPT-4

about successful individuals in Spain reveals significant trends across the studied categories.
The main findings for each category of analysis are presented below.

3.1. Age Distribution

The representation of characters is exclusively concentrated within the 28–45 age
range, with an average age of 35 years, as shown in Figure 1. Characters younger than 28
or older than 45 are not included, indicating an absence of other age groups.
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3.2. Gender Distribution

The gender distribution of the characters is nearly balanced, with 51% male (1) and
49% female (2), as illustrated in Figure 2. This proportion is close to the general population
in Spain but shows a slight underrepresentation of women in the generated narratives.
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3.3. Sexual Orientation

The sexual orientation of the characters is predominantly heterosexual, with only one
case of bisexuality. This indicates a lack of diversity in this dimension within the narratives
analyzed.
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3.4. Ethnicity

All characters belong to Hispanic ethnicity, with no representation of other ethnic
groups. This contrasts with the diversity present in the Spanish population, which includes
individuals from a wide range of nationalities and immigrant communities.

3.5. Physical Appearance

As shown in Figure 3, the characters exhibit a Body Mass Index (BMI) ranging from
20.8 to 24.1, with an average of 22.9, classified as “normal weight”. No characters with
underweight or overweight BMIs were included, reflecting a lack of physical diversity in
the generated narratives.
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3.6. Religion

The religious representation of the characters, depicted in Figure 4, shows a predomi-
nance of agnosticism and Catholicism, with an average score of 6.18 on a scale from 1 to 9.
The “Catholic” category is underrepresented compared to national data.
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3.7. Socio-Economic Status

The socio-economic status of the characters ranges from 1 to 4, with a mean score of
2.69, predominantly reflecting middle and upper-middle levels. Lower socio-economic
levels are underrepresented, suggesting a narrative focus on financial stability as a marker
of success.

4. Discussion
The results reveal significant biases in the narratives generated by ChatGPT-4, which

reflect the limitations of artificial intelligence in representing the diversity of Spanish
society. Below, each variable is discussed in detail, incorporating critical evaluations and
comparisons with previous research.

The age range of the characters (28–45 years) indicates a clear bias toward young adults,
with no representation of individuals under 28 or over 45. This pattern aligns with societal
perceptions that associate success with early adulthood, potentially marginalizing older or
younger groups. Studies have highlighted how such age biases in media and AI systems
perpetuate stereotypes of “obsolescence” in older populations (Castro-Manzano 2022).
Given that 41.68% of the Spanish population is over 45 (National Statistics Institute 2022),
this exclusion suggests a disconnect between AI-generated narratives and demographic
realities.

While the gender distribution (51% male, 49% female) appears nearly balanced, the
slight overrepresentation of men may reflect a subtle bias toward masculinizing success.
Historical trends have often associated success with male-dominated roles, which could
influence training data used in AI systems. Additionally, women remain underrepresented
in high-status professions, as noted in studies on gender disparities in professional success
(Criado-Pérez 2019). Although the difference is small, it reinforces the need for AI systems
to actively challenge, rather than replicate, societal biases.

The depiction of exclusively heterosexual characters in stories highlights another
important bias. Studies such as the Post-pandemia Social and Affective Relations Survey
2023 (Centre for Sociological Research 2023) show that the Spanish population includes a
variety of sexual orientations, from homosexuals to bisexuals and other gender identities. By
not including this diversity in the stories, ChatGPT-4 reinforces heteronormativity, erasing
the experiences and realities of LGBTQ+ communities. This reflects a wider problem in
AI, where a lack of diversity in training data can lead to the perpetuation of prejudice and
stereotypes. In this sense, the lack of diverse representation limits AI’s ability to generate
inclusive narratives, which may have implications for how people perceive success and
non-heteronormative sexual identities.

The absence of ethnic diversity in the characters generated is one of the most striking
findings. All characters are of Caucasian ethnicity, excluding other ethnic groups that form
a significant part of Spanish society, including Colombians, Moroccans, and Venezuelans
(INE, Continuous Population Survey; National Statistics Institute 2024). The invisibility of
these groups reflects racial biases in AI training data, which have been widely documented
in prior research (Buolamwini and Gebru 2018). This lack of representation perpetuates
systemic exclusions and limits the narratives’ capacity to reflect the multicultural reality of
modern Spain.

All characters fall within the “normal” BMI range (20.8–24.1), with no representation of
underweight or overweight individuals. This lack of body diversity reflects a bias towards
body standards considered “normal” or “ideal”, which is problematic because it perpetuates
stereotypes of beauty and health that do not reflect the actual diversity of bodies in society.
Studies have shown that such biases in physical representation contribute to unrealistic
societal expectations and reinforce stigmas against non-normative bodies, particularly
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regarding weight and health perceptions to INE data (National Statistics Institute 2022); a
significant percentage of the Spanish population is overweight or obese (National Statistics
Institute 2024), which highlights a disconnect between the AI-generated narratives and
real-world demographics. The perpetuation of normative physical standards by AI systems
is concerning because it reinforces the association of success with specific physical traits,
potentially impacting self-image and societal perceptions of health and achievement.

In terms of the representation of religious beliefs, the data show that the category “ag-
nostic” predominates, followed by “Catholic” and “spiritual”. Although Spain has a large
proportion of people who identify as Catholic, the AI-generated stories underrepresent
this religion, favoring a narrative in which agnosticism or spirituality are more common
among the successful characters. This bias could lead to misinterpretations of the dominant
beliefs in Spain and underrepresent the realities of the population. CIS data (Centre for
Sociological Research 2024) shows that Catholicism remains the majority religion.

The overrepresentation of characters with upper-middle and high socio-economic
status has suggested a bias towards narratives of success linked to high economic resources.
This pattern aligns with the broader societal association between wealth and success, as
noted in the analysis of socio-economic stereotypes in media and technology (Clayton et al.
2009). However, this narrow representation distorts the perception of success, omitting
stories of individuals from lower socio-economic backgrounds who overcome significant
challenges to achieve notable accomplishments. Such omissions perpetuate inequalities by
emphasizing the advantages of existing resources, as argued in studies that explore class
stereotypes and their reinforcement through automated systems (Clayton et al. 2009; Massey
and Denton 1993). Success stories of people from lower socio-economic backgrounds, who
manage to overcome significant obstacles, are often underrepresented. This bias can
reinforce the idea that success is more accessible to those who already have resources,
limiting the visibility of other socio-economic experiences and perpetuating inequalities.

The overall discussion of the results suggests that the biases present in the stories
generated by ChatGPT-4 are indicative of a broader limitation in the use of AI to reflect the
diversity and complexity of modern societies. Despite advances in the development of AI
systems, they continue to reproduce stereotypes and exclusions that exist in training data.
This underlines the importance of using more inclusive and diverse datasets, as well as
the need to implement ethical audits and mechanisms to reduce bias in AI systems. This is
the only way to move towards a fairer and more equitable AI that truly represents human
diversity in all its forms.

5. Conclusions
Analysis of the 100 stories generated by ChatGPT-4 has revealed significant biases

in the representation of gender, age, ethnicity, sexual orientation, socio-economic status,
and professions. These results confirm that artificial intelligence (AI), when trained with
biased data, can perpetuate and amplify pre-existing stereotypes, which in turn reinforces
inequalities in the representation of certain social groups. These findings validate the
hypotheses put forward in this research and highlight the urgent need to develop more
inclusive and representative AI systems.

This study confirms that AI systems trained on biased data tend to perpetuate and
amplify these biases, reinforcing stereotypes and distorting societal realities (H1). The
narratives consistently overrepresented young adults, Caucasian individuals, heterosexual
orientations, and upper-middle socio-economic characters, while underrepresenting older
adults, ethnic minorities, LGBTQ+ individuals, and economically disadvantaged groups.
This perpetuation of bias reflects a narrow, homogenized view of success, failing to capture
the diverse experiences and realities of Spanish society.
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The lack of diversity in the training data is evident in the homogeneity of the AI-
generated narratives (H2). The exclusion of groups based on ethnicity, non-normative body
types, or non-heterosexual orientations illustrates how limited diversity in training data
contributes to the invisibility of certain groups. This exclusion has broader implications
for automated decision-making systems, where underrepresentation can translate into
systemic disadvantages for marginalized communities.

The results underscore significant ethical and social challenges in the use of AI for
content generation. AI systems not only replicate biases embedded in training data but
also reinforce stereotypes and inequalities, emphasizing the need for targeted interventions
in key areas:

1. Diversity in training data: AI developers must ensure that datasets are sufficiently
diverse to represent the breadth of human experiences, including variations in eth-
nicity, gender, sexual orientation, age, socio-economic status, and geography. A lack
of diversity in training data leads to homogeneity in AI-generated narratives, ex-
cluding groups based on ethnicity, non-normative body types, or non-heterosexual
orientations. This exclusion can result in systemic disadvantages for marginalized
communities, particularly in automated decision-making processes. To address this,
developers should establish diversity standards, including quotas for ethnic, gen-
der, and socio-economic representation in training data, periodically reviewed by
independent oversight committees.

2. Audits and transparency: Regular audits of AI systems are essential to identify and
mitigate biases before they cause harm. Transparency in algorithms and their decision-
making processes is equally critical for evaluating their fairness and accountability.
Standardized auditing tools, such as bias detection algorithms, can analyze outputs
for skewed representations. For instance, IBM’s AI Fairness 360 toolkit can assess de-
mographic balance in generated narratives. Additionally, developers should publish
detailed documentation of training datasets and the steps taken to minimize bias dur-
ing model development, providing public-facing summaries to ensure transparency.

3. Involvement of diversity and inclusion experts: Ensuring inclusivity in AI systems re-
quires the active involvement of experts in gender equality, racial and ethnic diversity,
sexual orientation, social justice, and related areas. These consultants should guide
the design and deployment of models to address gaps in representation and propose
actionable solutions. Establishing advisory boards with representatives from histori-
cally marginalized groups can further enhance inclusivity by reviewing AI-generated
outputs and offering culturally sensitive feedback.

This study is based on a corpus of 100 stories, which, while representative, may not
encompass the full range of biases inherent in ChatGPT-4. Expanding the dataset could
allow for a more detailed and robust analysis, capturing subtler trends and less frequent
patterns of bias. Additionally, the exclusive focus on narratives of “successful” characters
may have shaped the biases identified, as societal definitions of success often correlate with
specific demographic traits.

Addressing these limitations and adopting the proposed solutions can enhance future
research, contributing to the development of AI systems that more accurately reflect human
diversity and ensure equitable, inclusive representation in automated narratives. One of
the main limitations of this study is the lack of a detailed analysis of how AI assigns gender
roles in the generated narratives. Although our findings quantitatively indicate a balanced
distribution between male and female characters, they do not examine in depth the roles
and professions attributed to each gender. Previous research has shown that AI-generated
content tends to reproduce social biases by associating certain occupations, traits, and
behaviors with specific gender stereotypes (Caliskan et al. 2017). However, since this aspect
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was not explicitly considered in the study’s objectives or in the design of the text generation
process, it was not systematically addressed.

To advance AI fairness and inclusivity, future research should integrate content and
discourse analysis to assess not only how AI represents different genders in generated
narratives but also how these biases are embedded and perpetuated in storytelling. By
incorporating these approaches, AI-generated narratives can move towards more balanced
and diverse representations that mitigate existing gender biases.

Lastly, this study concentrated on a single AI system, ChatGPT-4, which limits the gen-
eralizability of the findings. Comparative analyses involving other text generation models
could provide a broader perspective on how different systems approach the challenges of
diversity and inclusion, offering valuable insights for advancing fairness in AI design.
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